Enterprises embrace model gardens as multi-model AI ecosystems accelerate
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Enterprises are rapidly transitioning from reliance on a single large language model (LLM) provider to embracing what is known as the "model garden" approach, where multiple AI models from different vendors are utilised selectively to optimise performance across diverse tasks. This shift, accelerated over the past year, reflects the growing complexity and specialised nature of real-world AI applications, alongside the maturation of hosting layers such as Amazon Bedrock, Microsoft Azure AI, and Google Vertex AI. These platforms now provide unified APIs that enable seamless access to multiple model families, guardrails, observability, and retrieval capabilities, facilitating the deployment of multi-model assistants and agents that dynamically route requests to the best-performing model per task.
The fragmentation in model behaviour is a key driver of this change. Different models excel in varying aspects—some better at tone and empathy, others in domain-specific reasoning or handling long contextual inputs. For instance, Atlassian has developed an “AI Gateway” that orchestrates over 20 models from providers like OpenAI, Anthropic, and Google, dynamically routing queries based on accuracy, cost, latency, safety, and compliance requirements. Salesforce has similarly broadened its AI partnerships, incorporating OpenAI’s GPT-5 and Anthropic Claude into its recently launched Agentforce 360 platform, aiming to integrate generative AI tools across sectors including finance and healthcare, where regulatory controls are paramount.
Retail giant Walmart illustrates a textbook multi-provider deployment. In 2024, it introduced Wallaby, a retail-specific family of LLMs trained on decades of proprietary data, designed to be combined with other models for nuanced, contextualised responses. By October 2025, Walmart deepened its AI capabilities by partnering with OpenAI to enable customers to make purchases directly via ChatGPT’s Instant Checkout feature, blending strengths across models to optimise tone, latency, cost, and user experience in real time.
The need for compliance, data sovereignty, and localisation further reinforces this multi-model strategy. Enterprises like Vodafone split workloads geographically and by function—Azure OpenAI services handle customer assistant experiences, while Google Cloud manages network analytics and security operations. SAP’s Generative AI Hub integrates models from various providers including Amazon Bedrock and IBM watsonx Granite, granting customers greater choice and data sovereignty within one enterprise platform.
Cost pressures also promote continuous evaluation and optimisation. Companies such as Showpad and Rexera have centralised their model choices via Amazon Bedrock’s single API access to Anthropic Claude and Meta Llama models, achieving measurable cost efficiencies and improved latency. Financial services are adopting robust multi-cloud strategies with frameworks like the Fintech Open Source Foundation’s Common Controls for AI Services (CC4AI), which supports enterprise-grade governance across hybrid AI model deployments. Visa exemplifies this approach by leveraging a mix of models from OpenAI, Anthropic, IBM, Mistral, and Meta Llama, balancing open and closed models according to workload sensitivity and regulatory demands.
Technological advances in hosting layers simplify these complex multi-model ecosystems. Amazon Bedrock recently announced the general availability of multi-agent collaboration capabilities, enabling enterprises to build scalable AI workflows where multiple AI agents coordinate to perform sophisticated, multi-step tasks. Microsoft Azure AI Foundry integrates providers including OpenAI and Mistral, with enhanced security controls such as Prompt Shields to protect enterprises’ intellectual property and maintain compliance. Google Vertex AI offers a Model Garden across hundreds of models with guardrail options and agent tools, supporting experimentation and flexible deployment.
Security and governance remain paramount in this evolving landscape. Microsoft Defender for Cloud now provides AI Security Posture Management (AI-SPM) that spans AI workloads across Azure OpenAI, Amazon Bedrock, and Google Vertex AI, delivering vulnerability discovery, attack path analysis, and actionable recommendations to mitigate risks in multi-model, multi-cloud environments. Enterprises are advised to implement stringent guardrails, data residency policies, latency and cost monitoring, and continuous evaluation mechanisms. Deployments often start with policy-driven dynamic routing rather than hard-coded logic, enabling agile adaptation to emerging model releases and shifting workload demands without disruptive redeployments.
For organisations contemplating their AI strategy, the emerging decision framework entails mapping workloads by modality, complexity, compliance, and cost parameters, followed by selecting candidate providers for each task. Automated evaluation harnesses—leveraging ground truth scoring, human preference modelling, red-team testing, and telemetry—inform ongoing routing decisions. Hosting platforms should align with existing enterprise cloud infrastructure to facilitate observability and control, while governance frameworks like FINOS CC4AI enable consistent compliance across vendor and cloud boundaries.
Nonetheless, scenarios remain where a single-provider model approach is sensible—especially where legal, security, or operational constraints limit vendor diversity, or workloads are narrowly defined and stable. However, this choice requires regular reassessment as AI capabilities evolve and usage scales.
The model garden era represents a positive, pragmatic evolution in enterprise AI adoption, enabling organisations to harness the specialised strengths of diverse AI models to produce safer, more cost-effective, and higher-quality outcomes. It marks an important step towards building a UK and global AI environment characterised by responsible innovation, enhanced compliance, and optimised real-world value. As major players like Salesforce, Walmart, Visa, and DoorDash demonstrate, multi-model AI systems powered by advanced hosting platforms are increasingly becoming the new norm in AI-driven business transformation.
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